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Motivation

Speech Noise Robustness with Visual Signal

State-of-the-art speech model perform poorly on noisy environment
Augmenting these systems with visual signals has the potential to improve
robustness to noise

Scaling up Amount and Language Coverage

Limited amounts and fewer languages in Audio-Visual (AV) data

Prior works are either restricted to English or to a limited amount of AV data
We present XLAVS-R to maximize the efficiency of limited multilingual AV
pre-training data and leverage the abundant availability of audio-only data

Hours Languages

A AV A AV
Audio-Visual Pre-Training Data
AV-HuBERT (Shi et al., 2022a) 0 1.8K 0 g
AV-data2vec (Lian et al., 2024) 0 1.8K 0 1*
AV2AV (Choi et al., 2023) 0 7K 0 >100
Audio-Only & Audio-Visual Pre-Training Data
u-HuBERT (Hsu and Shi, 2022) 0.5K 1.8K 1% 1=
VATLM (Zhu et al., 2024) 43K 1.8K 1.* 1*
XLAVS-R (this work) 436K 1.2K 128 9
XLAVS-R (+ extended AV data) 436K  8.3K 128 100+
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Two phase pre-training of Audio-only and Audio-Visual

1. Audio-Only Pre-Training (XLS-R[1])
2. Continued Audio-Visual Pre-Training with Visual Modality Injection on top of it

Simpler and Advanced Training Schema and Architecture

Learnable Audio Feature Extractor (wav2vec 2.0[2]) vs filterbank in AV/u-Hubert
Simplifying existing pre-training schemes: Single round for target units vs 5 iteration

Multilingual Audio-Visual Speech Recognition and Translation

Our XLAVS-R model outperforms and more robust to noise than the two
English-only pre-trained baselines of AV-HUBERT[3] and u-HUBERT[4]
(both 300M sized)

MuAVIiC[5]
O langs and 6 pairs

AVSR AVS2TT  AVSR AVS2TT
Avg

Test
Mode

Model

Avg Avg Avg

Clean environment Noise environment

WER| BLEU 7 WER| BLEU T

. A 357 208 73.5 8.1

AV-HuBERT (Shi et al., 2022b) i %ev, B3 g1 HAE

: A 356 212 71.0 8.8

u-HuBERT (Hsu and Shi, 2022) AV 35.0 14 558 14.0
XLAVS-R

A 26.7 23.0 534 135

SO Oy AV 263 232 412 174

A 242 247 50.8 14.7

Ay 2B AV 23.6 24.6 373 187

Extended AV pre-training data improves significantly in OOD
Overall, slight improvement in in-domain or even degradation in some cases

AVSR AVS2TT AVSR AVS2TT

Model Test Mode

Avg Avg Avg Avg

In-Domain Clean environment Noise environment

XLAVS-R 300M MuAViC[5] WER| BLEUT  WER| BLEU?
Basic AV data: 1.2K hours A 26.7 23.0 53.4 13.5
in 9 languages AV 26.3 23.2 41.2 17.4
Extended AV data: 8.3K hours A 26.5 22.9 53.9 14.2
in 100+ languages AV 26.1 23.0 41.0 17.8

Out-of-Domain Clean environment Noise environment

XLAVS-R 300M FLEURSI6] WER| BLEUT WER| BLEU?
Basic AV data: 1.2K hours A 32.5 14.0 79.8 4.3
in 9 languages AV - - - -
Extended AV data: 8.3K hours A 28.3 14.4 73.7 5.8

in 100+ languages AV - - . -

Ablation Experiments

Simplifying the training process actually improves!
Learnable Audio Feature Extractor shows the biggest drop.

Multilingual AV pre-training is critical

Zero-shot Audio-Visual Inference

What if we do not have “labeled” AV training data for downstream tasks?

The XLAVS-R model more effectively transfers knowledge from the pre-trained AV representation
The bigger the XLAVS-R model size, the greater the zero-shot ability — relaxes the need for labeled AV datasets

300M models, Test WER (%) !

2B model, Test WER (%) !
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